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Abstract We explore the relationship between the mean and spatial disper-
sion of Northern Hemisphere surface temperature anomalies over the last 1200
years, analyzing both instrumental and proxy records. Formal statistical tests
applied to 14 annually resolved proxy records identify the period 964-1163 as
being both anomalously warm and anomalously spatially variable, i.e. the Me-
dieval Warm and Variable Period. The observed increase in mean is unlikely
to be an artefact of surface temperatures being more variable during this pe-
riod. According to the proxy records, the 1906-1990 period is warmer than the
medieval period, but the spatial variability is not significantly different within
the two periods.

Analysis of the Climate Research Unit compilation of instrumental records
reveals a positive correlation between the spatial mean and the standard de-
viation over the 20th Century. There is a suggestion, then, that increases in
the spatial standard deviation consistently accompany increases in the spa-
tial mean. This two moment analysis yields a more complete description, or
fingerprint, of surface temperature anomalies during different periods, and in-
dicates that, in the two dimensional space spanned by the mean and standard
deviation, the medieval period can primarily be distinguished from the 20th

Century, and, likewise, the 1980-2005 period from the 1932-1963 mid 20th Cen-
tury warming, on the basis of the mean. While the uncertainties associated
with the point estimates of the standard deviations for different warm periods
overlap considerably, these point estimates do increase with increasing mean
temperature. If, as expected, surface temperatures continue to rise in the fu-
ture, we expect, based on past trends, that the spatial dispersion of the surface
temperature distribution will likely increase as well.
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1 Introduction

The time evolution of the mean of the surface temperature distribution has
been extensively studied (see for example Jansen et al. (2007) and references
therein). Far less effort has been spent investigating the time evolution of the
spatial dispersion of surface temperatures and the possible relationship be-
tween the mean and dispersion. If the mean is the first order description of
the Earth’s temperature, the spatial dispersion, measured by the standard de-
viation, is quite literally the second order description. A clear understanding
of the time evolution of the spatial dispersion is important for several reasons.
First, the greater the spatial dispersion, the greater the uncertainty in esti-
mates of spatially averaged temperature, particularly if there are proxy time
series from only a limited number of locations — as is inevitably the case in
paleo-climate reconstructions.

Second, by analyzing the spatial dispersion in conjunction with the mean,
we can characterize anomalies in the mean time series by the corresponding
values of the dispersion. While an analysis of the mean temperatures informs
whether earlier warm periods were as warm as the current climate, a con-
current analysis of the spatial dispersion provides a more complete statistical
description, or fingerprint, of the warm intervals, and can lend insight into the
mechanisms responsible for these warmings. For example, if two warmings of
the same magnitude have vastly different spatial dispersion signatures, they
are likely caused by different physical processes. Important questions concern
the uniformity of past warmings: to what extent is the deviation from the
long term mean temperature caused by a particular region versus the whole
hemisphere or globe? Does the current warming have a dispersion signature
that is anomalous when compared to previous warmings?

Third, some understanding of both the mean and the standard deviation
is required to understand the likelihood of extreme temperatures (in excess of
some threshold), as the proportion of the Earth experiencing hot temperatures
will increase if either the spatial mean or the standard deviation, or both, in-
crease (Figure 1). Similar discussions have been given with respect to synoptic
scale variability and the conjectured increase in the proportion of anomalously
hot days in the presence of global warming (see, for example, IPCC (2001),
Figure 4-1). These earlier discussions focus on the temporal mean and standard
deviation of temperatures; we apply the same reasoning in a spatial context.
The so-called “Medieval Warm Period” (MWP) has received considerable at-
tention (Lamb 1965; Hughes and Diaz 1994; Huang et al. 1997; Crowley and
Lowery 2000; Broeker 2001; Esper et al. 2002; Goose et al. 2005; Osborn and
Briffa 2006; Goose et al. 2006; D’Arrigo et al. 2006), primarily because it is
the most recent natural warming to which the magnitude of recent tempera-
ture changes can be compared. We can also ask whether the medieval period
has a spatial dispersion similar to that observed over other warm intervals.
Indeed, many arguments made about the medieval period can be interpreted
as statements about the spatial dispersion. Some authors argue that the MWP
was hemispheric or global in extent (Lamb 1965; Huang et al. 1997; Broeker
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2001; Moberg et al. 2005), while others argue for a series of non-synchronous
regional temperature excursions (Hughes and Diaz 1994; Crowley and Lowery
2000; Esper et al. 2002; Bradley et al. 2003; D’Arrigo et al. 2006). These latter
studies suggest that the spatial dispersion was particularly large during the
medieval period (Figure 1c), but do not formally investigate the time evolution
of the spatial dispersion. Note that an increase in the spatial dispersion during
the medieval period would make the consistent identification of a hemispheric
or global MWP from an inevitably small number of proxy records a difficult
task. As different areas warm at slightly different times, the timing of an ob-
served warm interval will be a strong function of the spatial coverage of the
proxy records under consideration.

Osborn and Briffa (2006) investigate the spatial dispersion of a set of 14
Northern Hemisphere temperature proxies, as well as the possible relationship
between the mean and spatial dispersion of these records, and show that the
proportion of high temperatures is larger during recent decades than at any
other time in the last 1200 years. They conclude that the recent decades feature
a more uniform warming than any other warm era in the last 1200 years.
Their analysis technique, however, based on counting the number of proxy
records at each year that exceed certain thresholds, combines the influences
of changes in the spatial mean and dispersion. It is of interest to explore
the degree to which changes in the spatial mean and standard deviation are
independently significant and, for example, be able to distinguish between
scenarios in which the mean, the standard deviation, or some combination
of these two, has changed (Figure 1). An example illustrating the differences
between the Osborn and Briffa (2006) approach and that presented below is
given in Appendix (1).

While there is a record in the literature of discussing spatial dispersion in
association with surface temperature reconstructions over the last few thou-
sand years (Lamb 1965; Hughes and Diaz 1994; Crowley and Lowery 2000; Es-
per et al. 2002; Bradley et al. 2003; Osborn and Briffa 2006; Goose et al. 2006;
D’Arrigo et al. 2006), no study of which we are aware has investigated changes
in the standard deviation using statistical tests, and compared temperatures
in different time periods on the basis of both the mean and the standard de-
viation. In this work, we construct statistical hypothesis tests to investigate if
changes in both the spatial mean and standard deviation observed during the
medieval period are significant with respect to the pre-anthropogenic climate
record, and then compare these changes to those recorded by the proxies dur-
ing the anthropogenic period. We also apply a similar analysis to the modern
instrumental record. Section 2 describes the data sets and briefly outlines the
analysis methods, section 3 presents our results, section 4 offers discussion and
conclusions, and two appendices provide additional technical information.
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2 Data and methods

2.1 Instrumental data

The instrumental temperature time series used in this study are the 251 Had-
CRUT3 (Brohan et al. 2006) Northern Hemisphere grid boxes that have at
least eight monthly values for each of the 100 years 1906-2005. Following the
recommendations of Brohan et al. (2006), we have used the unadjusted data
set (as opposed to the variance adjusted HadCRUT3v), as we are dealing with
large-scale regional combinations of the time series. We use only the grid boxes
with complete time series over the 1906-2005 period so as not to have to deal
with changing amounts of data with time. The requirement of at least eight
monthly values a year and the 100 year period were chosen as a balance be-
tween the length of the data set, the number of locations, and the completeness
of the temperature records at these locations (cf Trenberth et al. (2007), where
annual anomaly values are calculated if there are a minimum of 10 monthly
observations). The locations of the instrumental time series are not uniformly
distributed in space, being predominantly located in North America and west-
ern Europe (Figure 2). The instrumental temperature time series as described
in Brohan et al. (2006) are standardized by subtracting out the mean value
over the 1961-1990 interval. This particular pre-processing is not appropriate
for the analysis performed here, as it constrains the temporal mean at each
location over this interval to be zero, and therefore the dispersion across the
records at any time point within the interval is reduced, while the dispersion
outside of the interval is enhanced. To avoid spurious structure in the time
series of the standard deviations, we remove the mean of each time series over
the whole 100 year interval prior to the analysis, but do not adjust the stan-
dard deviations. To focus our analysis on trends in the mean and dispersion
of surface temperatures on decadal timescales, we smooth the temperature
anomalies by a nine point Hanning window prior to analysis to increase the
statistical stability of the results on the timescale of interest.

2.2 Proxy data

The proxy time series selected for this analysis are 12 of the 14 considered
by Osborn and Briffa (2006), as well as the Shihua cave record and Indigirka
tree ring record used by Moberg et al. (2005). These last two records are the
only two annually resolved records used by Moberg et al. (2005) that are not
used by Osborn and Briffa (2006) and do not share a location with a record
used by Osborn and Briffa (2006), and were added to increase the sample size
and spatial coverage of the data set (Figure 2). We do not use a Chesapeake
Bay Mg/Ca record (Cronin et al. 2003) because of missing data prior to 1600,
and we exclude an East Asian regional multi-proxy record (Yang et al. 2002)
as spectral analysis indicates that this record has very little power (less than
five percent) at periods shorter than 50 years (Figure 3). Two records used by
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Osborn and Briffa (2006) that we somewhat problematic but are nonetheless
include in our analysis are a Mongolian composite (D’Arrigo et al. 2001), and
a documentary temperature record from the Netherlands and Belgium (van
Engelen et al. 2001). The Mongolian composite record lacks a high-frequency
component, but, as it does preserve decadal variability (close to 50% of the
power lies in periods between 10-100 years) and as the low-frequency compo-
nents of the records are standardized (see below), this lack of a high-frequency
component does not result in this record over-contributing to the analysis. The
Netherlands/Belgian record is the only record not based on physical measure-
ments, and spectral analysis indicates a greater proportion of high-frequency
variability than the other records (80% of the power is at periods shorter
than ten years). We will assume that it does accurately record low frequency
temperature variability and include it in our analysis.

The proxy time series are standardized using the algorithm presented in
Osborn and Briffa (2006). The mean and variance of all complete records are
set to zero and one, respectively. Then, in order of decreasing length of the
records, the mean and variance of each record is set to match the mean and
variance of the already standardized records over the period of overlap. The
variances of the proxy records must be adjusted as they are from different
sources and are initially on different scales. Prior to standardizing, the proxy
records are smoothed by a 19 point Hanning window. This results in all records
contributing equally to statistics calculated from the smoothed records, as
the low frequency variance is the same for all (Figure 3; see NRC (2006),
page 90, for a discussion of the impacts of data standardization in statistical
analysis). We use a longer smoothing window on the proxy data than on the
instrumental data for several reasons: the proxy records are noisier, and as
the records are longer, it is possible to investigate the correlation between
the mean and the standard deviation at lower frequencies. Inasmuch as low
frequency temperature anomalies have a larger spatial extent, they will more
readily be reconstructed from a sparse proxy set.

The proxy records are from different sources (11 tree ring data sets, one ice
core data set, one stalagmite record, and one documentary record), and it is
reasonable to assume that a fraction of the variability at any fixed time is a re-
sult of observational error and the different relationships between these proxy
types and the actual temperature. We assume that this part of the variabil-
ity, the noise, does not have much structure through time. Data degradation
might be expected to cause the noise to increase monotonically back in time,
though this is not observed in the standard deviation values of the proxy data
(Figure 4). Given the absence of an overall trend in the standard deviation
time series, and that there are no sudden changes in the mean or standard
deviation time series as the number of records changes, it seems reasonable
to ascribe any observed structure to changes in the spatial dispersion, which
is expected to have varied through time. The tree ring data sets used here
are based on measurements of width, which can integrate temperatures on
annual (or longer) timescales when the trees face the right types of stress, but
predominantly reflect summer conditions (Jacoby and D’Arrigo 1995; Esper
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et al. 2002). The emphasis of our analysis, then, is on summer temperatures.
We confine the analysis of the proxy records to the interval 831-1990, during
which there are at least nine observations a year. We judge that with fewer
records the results become so uncertain as to be difficult to interpret.

2.3 Uncertainty estimates for the mean and standard deviation

We calculate 90% confidence intervals for the reconstructions of the mean
and standard deviation for the smoothed proxy (Figure 4) and instrumental
(Figure 5) data sets using the bias corrected - accelerated (BCa) bootstrap
procedure (Efron and Tibshirani 1986). For the instrumental data, we mod-
ify the bootstrap procedure to counteract the effect of spatial correlation and
re-sample (with replacement) 50 of the 251 available data points at each iter-
ation of the bootstrap. This is akin to assuming that, at each year, 50 of the
instrumental data points are independent, and, at each year, all of the proxy
data points are independent. The widths and coverage rates of the confidence
intervals are functions of the actual spatial degrees of freedom at each year,
and the number of data points re-sampled at each iteration of the bootstrap
(see Appendix 2 for a more complete discussion).

One of the goals of this work has been to develop an analysis technique that
can be applied, without formal modification, to the high density instrumental
data and to the sparse proxy data. The simplicity of the analysis comes at
the cost of collapsing the complicated spatial patterns of surface temperatures
into scalar quantities. This simple approach of studying the properties of the
spatial patterns, rather than the spatial patterns themselves, allows us to make
more definitive tests of past changes in temperature.

2.4 Statistical tests and null hypotheses

We use the Pearson product moment correlation (Zar 1999) to investigate the
general relationship between the mean and standard deviation, and the Mann-
Whitney U statistic (Zar 1999) to test for differences in the mean or standard
deviation between two different intervals. The Mann-Whitney U is a rank-sum
statistic calculated from the equation

U = n2n1 +
n2(n2 + 1)

2
− R2, (1)

where n1 is the number of years in the first interval, n2 the number of years
in the second, and R2 is the sum of the ranks (ordering is from from lowest
to highest) of the means or standard deviations in the second interval. The
Mann-Whitney test is a non-parametric procedure for testing the difference in
median value between two populations, and the standard construction assumes
that the samples under analysis are independent. As the mean and standard
deviation time series calculated from both the smoothed proxy and smoothed
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instrumental records display clear serial correlation (Figures 4 and 5), invali-
dating standard testing procedures, we use Monte Carlo procedures to inves-
tigate the significance of the data values. Cronin et al. (2003) make use of the
Mann-Whitney procedure to test if certain intervals of Chesapeake Bay sed-
iment cores indicate significantly warmer temperatures, but do not consider
the ramifications of serial correlation. As the Mann-Whitney U statistic is a
rank-sum procedure, its value is invariant under monotonic transformations of
the data. In particular, the tests we perform to investigate differences in the
standard deviations in different intervals would give identical results had we
used the variance.

We will primarily test the significance of sample statistic values against
what we label the rotational null hypothesis, which is based on randomizing
the starting points of the records in each data set; this is the null used in
Osborn and Briffa (2006). For the length 100 instrumental data, we construct
a randomized data set by selecting, for each of the 251 records, a random
number between 1 and 100. Each record is shifted forward in time by this
amount, and the section that then falls after 2005 is wrapped around to form
the beginning of the time randomized record. The same analysis procedures
used on the original data are applied to this randomized data set, yielding a
value of the statistic under this null hypothesis, and the procedure is repeated
10 000 times to build up the null distribution, from which we can calculate
p-values. For the proxy data, the rotation procedure is confined to the section
of each record for which there are observations. The rotational null hypothesis
tests the observed features of the data sets against surrogate data sets with
the same distributional properties, but no spatial correlation.

We have also explored fitting AR(1) processes to each time series and
obtaining Monte Carlo realizations from the resulting model, but find that in
every case, this AR(1) null is easier to reject than the rotational null. As such,
the rotational null will be the focus of our tests. We will include results for the
AR(1) null as well, because it is in some ways easier to interpret (for example,
the AR(1) null for a correlation coefficient will always be centered on zero), and
differences between the AR(1) and rotational null distributions indicate the
extent to which an AR(1) model fails to capture aspects of the original data.
These null hypotheses are more difficult to reject than the standard Mann-
Whitney procedure, or standard procedures to test if a sample correlation is
different from zero. We will report one-sided p-values, as the literature suggests
a priori that the medieval period is both warm and variable, and therefore that
any correlation between the mean and standard deviation should be positive.

Both the rotational and the AR(1) null hypotheses implicitly assume that
the actual data sets are stationary. While this is likely a reasonable assumption
for the pre-anthropogenic proxy data, it is not ideal for the instrumental data
or the most recent section of the proxy records as surface temperatures appear
to be trending upwards. Time randomizing the instrumental records, which
tend to be warmer in 2005 than 1906, results in the surrogate records having
large discontinuities in the middle of the time domain, which is somewhat
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artificial — we expect the properties of this null to be different for the pre-
anthropogenic era of the proxy records than for the modern era.

As a complement to testing the observed correlation coefficients against
the null distributions, we also estimate the uncertainty in sample correlation
values by bootstrapping the pairs of mean and standard deviation estimates
(Efron and Tibshirani 1986), also accounting for the serial correlation of the
data sets (see Appendix 2). The confidence intervals and hypothesis tests do
not give equivalent information, as we find below that the rotational null for
the correlation coefficient is centered on a positive value, meaning it is possible
for a confidence interval for the correlation not to contain zero, despite a failure
to reject the rotational null.

3 Results

3.1 Mean and standard deviation time series: instrumental data

The time series of the instrumental mean (Figure 5, upper panel) follows the
well established pattern: temperatures rise to a broad local maximum near the
middle of the 20th Century, dip to a local minimum at about 1970, and then
steadily rise to the present [eg. Brohan et al., 2006]. The most recent values
are the highest of the century, and the BCa bootstrap confidence intervals
for these years do not overlap with those for the first few decades of the
the 20th Century, indicating that the variability of the mean through time
is large relative to the uncertainty at each year. The reconstruction of the
standard deviation of the instrumental data is harder to interpret (Figure 5,
lower panel) as the uncertainty in the estimate at each year is about as large as
the range of these estimates through time. The standard deviation is a second
moment quantity, and is therefore more difficult to estimate accurately than
the mean (first moment), on which it depends. Qualitatively, the standard
deviation time series exhibits a pattern similar to the mean reconstruction,
particularly after 1915. Values rise to a noisy local maximum near 1940, fall
to a local minimum near 1960, then increase to the present to a level on
par with the 1940s. We explore the correlation between the mean and the
standard deviation below. Note that one property of the standard deviation
is that, per unit change in the mean temperature value, the change in the
standard deviation will be largest if a single record is responsible for the mean
change. The standard deviation reconstructions, then, show the spottiness of
temperature change, as the smaller the number of records responsible for a
change in the mean temperature of a given magnitude, the larger the change
in the standard deviation.

To provide a visual illustration of how the scalar mean and standard de-
viation relate to the large scale temperature patterns, we plot (Figure 6) the
spatial distributions of temperature deviations from the spatial mean for three
periods, centered on the years 1941, 1976, and 2005, and which reflect the nine
year periods over which we smooth. We show the patterns for these particular
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periods as 1941 features the largest standard deviation of the smoothed in-
strumental records over the 100 year reconstruction, 1971 features the smallest
value, and 2005 features the largest value during the late 20th Century warm-
ing. The mean of the smoothed records (removed from each panel of Figure 6)
is largest in 2005, while 1941 falls within the mid 20th Century warming, and
1976 within a cooling centered about 1970. The temperature deviations in
1976 are all close to zero, with no large outliers or regions of outlying values;
the standard deviation is thus small. In comparison, the plot of temperature
deviations in 1941 show groupings of warm values in western North America,
particularly in the North, and cool values (relative to the mean) in North-
ern Europe and South East Asia. These more extreme values lead to a larger
standard deviation. The temperature deviations in 2005 show more localized
patterns than those for 1941, with pockets of extreme values in North America
and central Asia.

3.2 Mean and standard deviation time series: proxy data

The reconstruction of the mean temperature anomaly time series for the
smoothed proxy data (Figure 4, upper panel ) roughly follows the expected
pattern (Jansen et al. 2007). Temperatures warm to a broad maximum in the
medieval period, cool in an undulating manner to a minimum at about 1600
(Little Ice Age), and then undulate before rising with relative consistency from
1800 to the present. The BCa bootstrap confidence intervals of the smoothed
data are narrow relative to the changes in the mean value, with the confidence
intervals for warm periods not overlapping with those for cool periods. The
relative magnitudes of the medieval and modern warmings will be discussed
below. Smoothing the original data sets, as we have done to focus on decadal
timescales, washes out the fine temporal structures, such as those identified in
Crowley and Lowery (2000).

The time evolution of the standard deviation of the proxy records (Figure 4,
lower panel) is far choppier and the confidence intervals are wider relative to
changes in the point estimate than is the case for the reconstruction of the
mean. As with the instrumental data, there are qualitative similarities between
the mean and standard deviation reconstructions. The standard deviation rises
over the last century, and there are high values during the 964-1163 warm
period, particularly at about 1025 and 1125.

3.3 Mean and standard deviation values during the Medieval period

There is ongoing debate about the significance of the medieval period as a
warm excursion in the temperature record. Some argue that large scale re-
gional or hemispheric temperatures in the MWP exceeded those in the late
20th Century (Lamb 1965; Huang et al. 1997) or were on par with late 20th

Century temperatures (Goose et al. 2006), while others argue that, on large
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spatial scales, MWP temperatures were only on par with those of the mid
20th Century (Hughes and Diaz 1994; Moberg et al. 2005; Crowley and Low-
ery 2000; Esper et al. 2002; Bradley et al. 2003; D’Arrigo et al. 2006), or warm
but not to the same degree as the late 20th Century (Goose et al. 2005). Of
course, individual records or localized regions might display warmer temper-
atures for the medieval period than for the late 20th Century (Crowley and
Lowery 2000; D’Arrigo et al. 2006).

We identify the period from 964 to 1163AD as warm for this set of proxy
records. This is the 200 year interval that maximizes the Mann-Whitney U

statistic (Zar 1999) for testing the magnitude of the median value of the mean
time series within the interval to the median value outside this interval, but
before 1906 (the first year of the instrumental data used herein). We first test
the significance of the observed 964-1163 positive excursion in mean temper-
ature against the 831-1905 baseline, using a Mann-Whitney procedure that
takes into account the fact that we are testing the warmth of a period iden-
tified as warm (Table 1 and Figure 7, upper panel). For each Monte Carlo
iteration, we identify the 200 year interval which maximizes the U statistic for
the mean and label this the ‘Medieval Warm Period’. The one sided p-value
for testing against the rotational null hypothesis is 0.03, indicating that the
964-1163 period is anomalously warm with respect to 831-1905 baseline, even
accounting for the fact that we are a priori selecting the warmest interval.
The median value of the time series of spatial means is 0.52oC larger during
the 964-1163 period than it is outside this interval, prior to 1906.

We identify the 964-1163 interval as being anomalously warm, which leads
us to test if the observed increase in standard deviation over that interval is
also significant (Table 1 and Figure 7, lower panel). Using the same method
as above to identify the 200 year ‘Medieval Warm Period’ for each Monte
Carlo iteration, the one sided p-value for the standard deviation against the
rotational null is 0.07 (Table 1). There is statistically significant evidence,
with the significance level lower than for the corresponding test of the mean
value (and dependent on the null hypothesis — the p-value against the AR(1)
null is 0.02), that the Medieval Warm Period was also a period of increased
variability, with the median value of the standard deviation time series 0.11oC
larger within this interval than it was outside this interval, prior to 1906.
The results of our statistical tests provide quantitative evidence for previous
inferences that the medieval period is both warm and variable (Hughes and
Diaz 1994; Crowley and Lowery 2000; Esper et al. 2002; Bradley et al. 2003;
D’Arrigo et al. 2006).

As the 964-1163 period is observed to be both warm and variable, the pos-
sibility arises that the observed warm temperatures were simply the product
of chance and increased variance (i.e. the Medieval period corresponds to Fig-
ure 1b). To test this hypothesis, we make use of the AR(1) null hypothesis
but alter the white noise variance and autoregression coefficient over a 200
year interval. If such a model is to account for the observed behavior during
the medieval period, the changes in both the mean and the standard devia-
tion observed in the proxy data cannot be rare according to the distributions
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arising from the model. We find that, in order to account for the large change
in mean but small change in standard deviation observed in the data set, it is
necessary to inflate the AR(1) coefficients to near one, and reduce the white
noise variance to near zero. This produces surrogate data sets with a marked
increase in low (and decrease in high) frequency variability during the MWP
that is not observed in the data. Within the confines of an AR(1) model, the
increase in mean cannot be accounted for simply by an increase in the stan-
dard deviation. We conclude that the medieval period is both anomalously
warm and variable (Figure 1c).

Most reconstructions of millennial scale temperatures are displayed as tem-
perature anomalies from the 1961-1990 mean, and compilations of different
reconstructions are in relatively good agreement during the medieval period
(see, for example, Figure 6.10 from Jansen et al., 2007). This might seems to
be at odds with our inference that the increase in temperatures in this period
is accompanied by an increase in the standard deviation, but can be under-
stood in terms of the linear regression used to transform the proxy units into
temperature anomaly units. As the MWP consisted of temperatures on par
(depending on the location) with those in the mid 20th Century, the addi-
tive constant used to transform each proxy reconstruction into temperature
units sets the MWP temperature anomalies to nearly zero, so that estimates
of the temperature anomalies in this period are insensitive to multiplication
by what are often uncertain scaling constants. If reconstructions were stan-
dardized using a different interval to set the mean and standard deviation, the
various reconstructions would be similar over this interval, and more dispersed
at times when the temperatures are far from those during the standardization
interval (see Jansen et al. (2007), page 472). Our work suggests that the me-
dieval period is in fact a time period when different reconstructions should be
in greater disagreement with one another.

3.4 Correlations between the mean and standard deviation

The reconstructions of the mean and standard deviations for both the proxy
and instrumental data sets suggests that increased mean values are associated
with increased dispersion of the anomalies, and we have confirmed the sig-
nificance of positive excursions in both during the 964-1163 interval. We now
turn to the more general question regarding the extent to which the mean and
standard deviation of surface temperatures are correlated with one another.

The correlation between the mean and standard deviation for the smoothed
instrumental data over the 1906-2005 interval is 0.57 (Table 2 and Figure 8, up-
per panel). The one sided p-value against the rotational null is 0.03, indicating
that the observed value is larger than we would expect by chance. The 90%
BCa bootstrap confidence interval does not contain zero, further indicating
that the observed positive correlation is statistically significant (see Appendix
2 for details). The rotational null distribution is centered on a positive value,
revealing that an inherent feature of the time-randomized, smoothed, instru-
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mental data is a tendency for the mean and standard deviation to be positively
correlated. This implies that testing against the rotational null is a more strin-
gent test of the data than methods (such as testing against the AR(1) null
or constructing confidence intervals), which attempt to determine if the ob-
served correlation is inconsistent with a null hypothesis of zero correlation.
Over the entire 831-1990 interval covered by the proxy data, the correlation is
0.21 (p-value against the rotational null = 0.08), while the 90% BCa bootstrap
confidence interval does not include zero (Figure 9 and Table 2), indicating
that the correlation is significant at the 0.10 level, if not the 0.05 level. We
expect a higher p-value due to the greater uncertainty in the proxy observa-
tions. It appears to be quite a general result, evident in both the instrumental
and proxy data sets, that the first two moments of the surface temperature
distribution are positively correlated.

To investigate if the significant positive correlation between the mean and
the standard deviation in the proxy data set is primarily caused by a strong
relationship between the two moments over the 20th Century warming, we
divide the proxy data into two sections determined by the overlap with the
instrumental data. This leads to less significant p-values, which in the case
of the AR(1) null, is a result of the threshold for judging a correlation to be
significant increasing as the temporal degrees of freedom decrease. During the
831-1905 period prior to instrumental data coverage, the correlation is 0.14,
the p-value against the rotational null is 0.08, and the 90% BCa bootstrap
confidence interval covers zero (9 and Table 2). The rotational null in this
case is built by confining the rotation procedure to the 831-1905 interval,
so the large changes in the values of the mean and standard deviation over
the last century are not included. As such, large values of the correlation are
less likely than if these values were included, which accounts for the p-value
of the observed correlation of 0.14 over the 831-1905 period being the same
as that for the larger observed correlation of 0.21 over the 831-1990 period.
During the 1906-1990 overlap with the instrumental data, the correlation is
0.39 (p-value against the rotational null = 0.13), and the 90% BCa bootstrap
confidence interval covers zero (Figures 8 and Table 2). We are reassured by
the (relatively) high proxy correlation value of 0.39 during the overlap with the
instrumental records, which indicates that the proxy records are replicating the
behavior of the instrumental records. These results indicate that the strength
of the correlation over the 831-1990 interval is increased by the inclusion of
the 1906-1990 interval, but that the significance against the rotational null is
unchanged by the inclusion of the most recent century of data.

The rotational null distribution for the correlation is centered on posi-
tive values if data from the most recent century — during which the surface
temperature distribution appears to be non-stationary — is included in the
analysis (Figures 8 and 9). The positive center of the rotational null over the
last 100 years indicates that an AR(1) model cannot account for qualitatively
important aspects of surface temperature data sets over this period. A possible
explanation for the positive center of the rotational null is that temperature
excursions at different locations tend to be skewed towards higher, rather than
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lower, values — such a system would feature positive correlation between the
mean and standard deviation even if the temperature time series at all loca-
tions were independent of one another. In other words, the correlation between
the first two moments could be influenced by the behavior of the third mo-
ment. That the observed correlation between the first two moments of the
instrumental data is rare under the rotational null suggests that different lo-
cations experience warm excursions simultaneously, and we surmise that these
locations are clustered in space (Figure 6). In short, we can interpret the 20th

Century temperature rise as driven by a series of positive, regional anomaly
patterns (Schneider and Held 2001).

As might be expected, temperature variability involves many moments; we
add to the discussion by formally investigating the second spatial moment. We
refrain from investigating the skewness, as estimates of this quantity, usually
defined in terms of the third moment (MacGillivray 1986), will be still more
uncertain than those of the standard deviation (second moment).

We have analyzed not the surface temperatures themselves, but anomalies
from the long term mean pattern, which complicates the interpretation of the
significant correlation we find between the mean and the standard deviation.
In particular, if surface temperatures exhibit a heterogeneous response to an
imposed forcing, then we might expect a correlation between the magnitude
of the mean anomaly and the standard deviation of the anomalies, even if a
forcing of one sign leads to smaller variability of the actual temperatures.

3.5 Mean and Standard deviation values during different warm intervals

Having established a general relationship between the first two moments, we
now use the proxy data to compare the relative values of these two quanti-
ties during the 964-1163 MWP and the 1905-1990 warming. To compare the
moments in different intervals, we use a Mann-Whitney type test which must
once more be altered, as in this case we are comparing the characteristics of
two intervals identified as warm. We assume that a test of the relative warmth
of two warm intervals is akin to a test of relative warmth of two randomly
selected intervals: as both are identified as warm, the test is not biased by
the interval identification method, which we can then ignore. We construct
the rotational null distribution by first confining the rotation procedure to
the 831-1905 interval, and identifying the medieval period as a fixed 200 year
interval, then applying the rotation procedure to the 831-1990 interval, and
identifying the modern period as a fixed 85 year interval. In short, the very
large tmeprature anomalies over the last 85 years can contribute to the surro-
gate modern warming but not to the surrogate medieval warming. This causes
the null distributions for the U statistics for both the mean and the standard
deviation to shift towards higher values relative to the expected value under
the standard assumptions of the Mann-Whitney test, making the rotational
null more difficult to reject (Figure 10).
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The p-values using the rotational null are 0.04 for the mean, and 0.79 for
the standard deviation, and we conclude that the period 1906-1990 is much
warmer (0.71oC), but no more or less variable, than the 964-1163 period (Ta-
ble 3, and Figures 10 and 11). The reconstruction of the mean of the smoothed
proxy records (Figure 4) indicates that the warmest years in the MWP were
nearly as warm as years in the mid 20th Century, and were much warmer than
the early years of the 20th Century, in broad agreement with assertions that
temperatures during the MWP were, at times, on par with those during the
middle of the 20th Century (Hughes and Diaz 1994; Moberg et al. 2005; Crow-
ley and Lowery 2000; Esper et al. 2002; Bradley et al. 2003; D’Arrigo et al.
2006). The results of the formal statistical test, however, show that, taken as
a whole, the median temperature during the MWP was significantly cooler
than the median temperature in the 1906-1990 interval, suggesting that the
climate system was not in an equivalent state during the MWP and the 20th

Century. While Osborn and Briffa (2006) point to the significance of the geo-
graphic extent of the 20th Century warming, suggesting that this warming can
be differentiated from other warmings by it spatial homogeneity, we conclude
that it is primarily changes in the mean, not the standard deviation, that
drive this distinction (Figure 1 and 11). The comparison between temperature
excursions in the MWP and the 1906-1990 period comes with the caveat that
these warmings are of different shapes, with the medieval period encapsulating
a broad maximum in mean surface temperatures, and the 1906-1990 interval
featuring a rise, but not a decline, in temperatures. Note also that the mean
and standard deviation of the instrumental data continue to rise after 1990
(Figure 5), and both the mean and the standard deviation rise over the last
few decades of the proxy data (Figure 4). The above tests, which are confined
to using proxy data between 831 and 1990 are, then, primarily tests of the me-
dieval period versus the mid 20th Century warming, as the dramatic increase
in temperatures over the last 15 years is not covered by the proxies we use.

Observations suggest that the statistical relation between tree rings and
temperatures has weakened over the last few decades (Jacoby and D’Arrigo
1995; Briffa et al. 1998; D’Arrigo et al. 2006) as these proxies have not recorded
the most recent increase in temperatures. Briffa et al. (1998) argue that the
discrepancies between measurements of tree ring growth and mean surface
temperatures appeared as early as the 1930s and can be clearly identified by
the 1960s. It is thus possible that tree growth similarly became less sensitive to
temperature during the MWP, and the reconstruction of temperatures during
this interval is biased low (Figure 4). If such a bias occurs uniformly with
warm temperatures, our conclusion that the median temperature during the
1905-1190 interval was warmer than the median temperature during the MWP
is robust to this effect, as the proxies are biased low during both periods.

For the instrumental data, we note that mean temperatures are higher
over the last 15 years than during any other interval of the instrumental
data, whereas the standard deviations over the last 15 years are compara-
ble to standard deviations during the temperature maximum at about 1940
(Figure 5 and 11; as the distinctions or lack thereof are so clear, we do not
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conduct formal tests). This suggests, however weakly, that the late 20th Cen-
tury warming is, for its magnitude, more uniform than the mid 20th Century
warming. The temperature distribution in 1941, a local maximum in the stan-
dard deviation time series, features strong regional patterns, with some areas
much warmers than others, and regions acting cohesively (Figure 6). In 2005,
when the standard deviation was comparable to 1941 and the mean much
larger, the temperature distribution does not display as much regional cohe-
sion. While there are pockets of extreme values, North America, for example,
contains both relatively warm and cool locations. It thus appears that the
warming in the mid 20th Century was caused by predominantly regional ef-
fects, whereas the recent warming is the result of a more uniform increase in
temperature, but with localized departures from the trend (see Schneider and
Held (2001) for discussion of the spatial patterns). The net effect is that the
temperature is much warmer in 2005 than in 1941, but the standard deviations
are comaprable.

The contributions of this work to the ongoing debate over the strength and
variability of the MWP can be summarized by plotting the mean and stan-
dard deviation anomalies, with associated uncertainties, averaged over several
periods of the proxy and instrumental data sets (Figure 11). The uncertainties
are calculated by first finding the average distance between the mean or stan-
dard deviation anomaly and the corresponding 90% BCa bootstrap confidence
interval endpoints over the time period. We then scale these distances by the
square root of the temporal degrees of freedom, estimated as the length of time
period divided by the length of the smoothing window applied to the original
data sets. For the proxy data, we plot the average mean and standard devi-
ation, with uncertainties, for the 964-1163 MWP, a 1572-1771 Little Ice Age
feature (identified as the 200 year period that minimizes the Mann-Whitney
U ), and the 1906-1990 overlap with the instrumental data (Figure 11). The
Little Ice Age can be differentiated from the MWP on the basis of both mo-
ments, as the former is cooler and less variable than the latter. In contrast,
the 1905-1990 period is clearly warmer than the MWP, but these two periods
feature similar spatial variability.

For the instrumental data, we plot the same quantities over four periods:
1932-1963, 1964-1979, 1980-2005, and 1906-1990 (Figure 11). The first three
periods are set by the zero crossings of the time series of the mean (Figure 5),
with the first corresponding to the mid 20th Century warming, the second to
the slight cooling during the 1970s, and the third to the warming over the
last few decades. The 1906-1990 period is included to facilitate comparison
with the proxy results. The same basic pattern arises using several different
rules to divide the 20th Century into three periods. In general, the pattern is
similar to that for the proxy data. Each of the three non overlapping periods
is distinct from the other two based on the value of the mean anomaly, but
the uncertainties in the standard deviation anomaly overlap considerably, es-
pecially for the two warm periods. The cool 1964-1979 period features a much
lower point estimate of the standard deviation than the warmer intervals, but
the uncertainty is large due to the short length of this period.
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While the proxy reconstruction is not in temperature units, we can com-
pare the results of the proxy and instrumental analyses by exploiting the fact
that the two reconstructions overlap for the years 1906—1990. According to
the proxy analysis, the MWP is cooler than the 1906-1990 period, but the spa-
tial variability is roughly equal during the two periods. From the instrumental
data, 1932-1963 period was warmer than the larger 1906-1990 period, while
1980-2005 was warmer still. While the point estimates of the standard devia-
tions do increase with increasing mean temperature, the uncertainties overlap
considerably. In the two dimensional space spanned by the mean and standard
deviation anomalies, the MWP is closer to the mid 20th Century warming than
the late 20th Century warming. These distinctions are primarily driven by the
mean values, but are also consistent with the observed positive correlation
between the mean and the standard deviation.

4 Discussion

We have presented analyses of the mean and standard deviation of surface tem-
perature records, as well as the relationship between these quantities, using
both instrumental and proxy data. The 964-1163 medieval period, according
to the proxies used in this analysis, is both warm and variable with respect
to the 831-1905 climate system. The relative warmth of the medieval period
has been discussed (eg., Lamb (1965), Hughes and Diaz (1994), Jansen et al.
(2007) and other references cited above), and even tested on individual records
(Cronin et al. 2003); we add to this literature by formally conducting hypoth-
esis tests that take into account serial correlation and using a more complete
data set. The increased spatial variability of the medieval period has been
mentioned or implied in the literature (Hughes and Diaz 1994; Crowley and
Lowery 2000; Esper et al. 2002; Bradley et al. 2003; D’Arrigo et al. 2006), but
has not, before now, been quantitatively demonstrated. Within the confines of
an AR(1) model, the increase in observed spatial mean cannot be accounted
for by the increase in the observed spatial standard deviation, indicating that
both of the first two moments of the distribution changed. If the 964-1163
period is labeled the “Medieval Warm Period”, it should also be labeled the
“Medieval Variable Period” (Figure 1c). As this interval is one of increased
variability, the definition of a Medieval Warm Period will be sensitive to the
particular suite of proxy records under consideration, as we expect maximum
temperatures to occur at different times in different locations (Crowley and
Lowery 2000; D’Arrigo et al. 2006).

We investigate if there is a general relationship between the mean and
standard deviation of surface temperatures, and find a correlation of 0.57 (p-
value = 0.03 against the rotational null) between the two quantities over the
instrumental record. The correlation is also positive, strongest over the most
recent century, but not as statistically significant, when we analyze the proxy
records. Thus, on balance, we expect the standard deviation to increase with
the mean (e.g. Figure 1c). While the results of any analysis of paleoclimate
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data are dependant on the particular records used in the analysis, the increased
variability we observe during the warm intervals indicates that estimates of
spatial average temperatures will be most sensitive to the particular proxy
records under consideration during warm intervals. Such increased variabil-
ity may explain the divergent results reported for the Medieval Warm Period
(Lamb 1965; Hughes and Diaz 1994; Huang et al. 1997; Crowley and Lowery
2000; Broeker 2001; Esper et al. 2002; Goose et al. 2005; Osborn and Briffa
2006; Goose et al. 2006; D’Arrigo et al. 2006). That the Medieval Warm Pe-
riod was more variable does not dismiss its importance or necessarily imply
that the warming is more regional than is usual for warm intervals. In the
other direction, we expect cooler temperatures to be associated with a smaller
standard deviation, and indeed, during the last glacial maximum, the North
Atlantic climate may have been quiescent compared to today’s climate (Li and
Battisti (2007)). Note that these findings are in contrast to the seasonal cycle
of mid-latitude weather conditions, which are generally more variable during
the colder winter months. Our analysis of the instrumental data suggests that
the spatial distribution of annual mean surface temperatures is more variable
during warm periods, while our analysis of the proxy data suggests a similar
relation for surface temperatures averaged over the portion of the year —as we
deal with tree rings, primarily summer— during which the proxies are sensitive
to temperature.

Several studies (Crowley 2000; Delworth and Knutson 2000) that investi-
gate the causes of the MWP, and compare the strengths of the volcanic and
solar forcings inferred for that period to those during the 20th Century, indi-
cate that much of the mid 20th warming can be attributed, like the MWP, to
non-anthropogenic causes. Inasmuch as the mid 20th Century warming was,
like the MWP, caused by non-human influences on the climate system, these
two warmings should have similar characteristics, such as the similar increases
in spatial dispersion indicated by our analysis (Figure 11).

Changes in land cover and deforestation across Europe are thought to have
produced a significant negative forcing for that region over the last millennium
(Matthews et al. 2004; Goose et al. 2006). About 0.5C of cooling (Goose et al.
2006) from the MWP to the 1976-2000 period can be attributed to changes in
land cover, mitigating the effects of increasing greenhouse gas concentrations.
While Goose et al. (2006) conclude that both summer and winter temperatures
were no warmer during the 1976-2000 interval than during the warmest 25 year
interval they find in the medieval period (1026-1050), our results indicate that
temperatures over the 1906-1990 period were warmer than the warmest 200
year medieval period. As we have only used two European proxies, the cooling
effect of land deforestation is likely smaller in our reconstruction, possibly
accounting for the discrepancies with Goose et al. (2006).

In an attempt to disentangle the forced response of the climate system from
internal variability, Goose et al. (2005) compare 25 runs of a GCM to Northern
Hemisphere temperature reconstructions for various regions and seasons over
the last 1000 years. Simulations are driven by reconstructions of the main nat-
ural and anthropogenic forcings, and differ only in initial conditions. As the
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mean of the ensemble members closely follows the evolution of the external
forcing in phase, with amplitude dependant on season and region, Goose et al.
(2005) conclude that external forcing is a key driver of low frequency variabil-
ity. By extension, as both the forcing and the ensemble mean exhibit a broad
peak from about 1100 to 1250AD, Goose et al. (2005) interpret the Medieval
Warm Period as a response to external forcings. That said, individual mem-
bers of the Goose et al. (2005) ensemble correlate poorly with the forcing, and
show maxima and minima in temperatures happening apparently by chance,
though the probability of a warm event is higher during times of strong forc-
ing. Note that the 964-1163 Medieval Warm Period identified above is actually
centered on a minimum in solar and volcanic forcing, which occurs prior to a
broad maximum centered at about 1150AD (Goose et al. 2005; Crowley and
Lowery 2000; Crowley 2000; D’Arrigo et al. 2006)); this discrepancy could be
the result of natural variability.

A number of physical mechanisms affect the spatial variability of surface
temperatures. Bradley et al. (2003) present evidence of widespread, though not
simultaneous, warmth in the 1000-1200AD period, and argue that increases in
solar irradiance affect large scale atmospheric circulation patterns. This im-
plies that a change in radiative forcing, such as that inferred for the MWP
and the mid 20th Century, does not lead to a spatially uniform change in
surface temperatures, and can therefore alter the spatial dispersion. An expla-
nation distinct from solar variability, however, would be needed to account for
the increase in spatial dispersion that has accompanied the anthropogenically
induced late 20th Century warming.

While heterogenous changes in land cover (Matthews et al. 2004; Goose
et al. 2006)) could conceivably increase the dispersion of surface tempera-
tures, it is unclear how such changes could lead to the structures present in
the reconstruction of the standard deviation (Figure 4, bottom panel). In par-
ticular, if land use changes result in cooler temperatures and increased spatial
dispersion, we would expect a negative correlation between these two quanti-
ties whereas our data indicates a positive correlation.

We find the most plausible physical mechanism for the observed correlation
between the spatial mean and standard deviation to be that the sea surface
temperature (SST) response to a uniform forcing is heterogeneous (Seager
et al. 1988). Regions of strong upwelling are less affected by an increase in
forcing, as the SSTs in these regions are controlled by the temperature of the
upwelling deep ocean, which reflect past climate conditions on the timescale of
ocean circulation. Warmer regions, where SSTs are less affected by ocean dy-
namics, are more easily affected by a change in the forcing. An increase in the
forcing will therefore increase the spatial variability of SSTs as temperatures
will tend to increase more in warm regions than in cool, upwelling regions,
while a decrease in the forcing will decrease the spatial variability, as tem-
peratures will decrease more in warm regions. There could also be important
dynamical effects promoting greater upwelling with warming, e.g. the ocean
dynamical thermostat (Clement et al. 1996), which would further increase
spatial variability. As our proxies are on land, this explanation requires ocean
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temperatures to exert control on continental temperatures, as is observed for
ENSO. If the slower response of upwelling areas to a uniform forcing is the
cause of the correlation we observe between the mean and the standard devia-
tion, we would expect the spatial variability response to a uniform increase in
forcing to be transient on the timescale of ocean circulation. As the deep ocean
equilibrates with the new forcing, the upwelling waters will become warmer,
and the spatial variability should decrease. This hypothesis could be more di-
rectly tested using proxy reconstructions of SSTs. As discussed above, the fact
that we deal with temperature anomalies suggests that increased spatial vari-
ability should accompany either an increase or a decrease in the forcing — the
mechanism we propose is somewhat speculative. Perhaps land temperatures
are more variable, even in anomaly space, when there is a larger contrast in
sea surface temperatures, which occurs during warmings, but not coolings.

In summary, we conclude that the climate during the MWP was more
similar to that during the mid 20th Century warming than that during the late
20th Century, in terms of locations in the space spanned by mean and standard
deviation anomalies (Figure 11). There are large, clear differences in mean
temperatures between different warm periods — from the proxy records, the
medieval period is warmer than the 1906-1990 interval; from the instrumental
data, the last few decades are much warmer than the mid 20th Century — and
the point estimates of the standard deviation for different periods rise with
increasing mean temperature, though the uncertainties overlap considerably
(Figure 11). If, as expected, surface temperatures continue to rise in the future,
we anticipate on the basis of past trends that the spatial dispersion will likely
increase as well. This could have important regional consequences, as some
areas are likely to experiences annual average temperatures more extreme,
relative to the spatial mean, than they do now, even as the mean temperature
itself continues to rise.

5 Appendix 1: Comparison to Osborn and Briffa (2006)

The simultaneous investigation of both the spatial mean and standard de-
viation undertaken herein is complimentary to the threshold based approach
utilized by Osborn and Briffa (2006), which is sensitive to the combined change
in the first and the second moment. In our analysis we choose to distinguish
changes in the first moment from changes in the second moment. To illustrate
the difference between the Osborn and Briffa (2006) method and ours we an-
alyze two different surrogate temperature data sets using each of the methods
(Figures 12 and 13). The first data set consists of a number of surrogate tem-
perature records that undergo a warming, then a cooling, with the standard
deviation across the records constant in time (Figure 12; compare with Fig-
ure 1a), while in the second the records diverge as the mean changes, with some
records warming and cooling more than others (Figure 13; compare with Fig-
ure 1c). By showing that the mean changes in both cases (Figures 12 and 13,
upper panels), while the standard deviation changes only in the latter (Fig-
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ures 12 and 13, middle panels), our analysis indicates that these two scenarios
are qualitatively different, and that this difference is confined to the second
moment.

The Osborn and Briffa (2006) method proceeds by tallying, for each year,
the number of records above zero less the number below zero, the number
above one less the number below minus one, and the number above two less
the number below minus two (indicated by the black line, light fill, and dark
fill, respectively, in the bottom panels of Figures 12 and 13). While this ap-
proach correctly indicates that, in both of the two surrogate data scenarios,
the warming features an increase in the number of records above the positive
thresholds, while the cooling features an increase in the number below the
negative thresholds, it does not indicate that the two data sets differ in terms
of the time evolution of the standard deviation.

6 Appendix 2: Analysis Methods and Assumptions

6.1 Probability Model

In constructing the confidence intervals and developing the hypothesis tests
discussed above, we make a number of assumptions about the surface tem-
perature data sets under analysis. We assume the existence of an underlying
Northern Hemisphere annual mean surface temperature anomaly time series,
which we refer to as the signal. The actual temperature anomaly time series
at a set of N distinct spatial locations are assumed to be copies of this signal,
perturbed by a random element with an unknown spatial and temporal corre-
lation structure. At each time, t, the spatial vector of N temperature anomaly
values takes the from Tt = St · 1 + ǫt, where St is the signal value at time
t, 1 is an N -vector of ones, and ǫt is a mean zero random vector with cor-
related entries. ǫt vectors at nearby time points are assumed to be positively
correlated (anomalies persist); for example, the ǫt could be a realization of a
multivariate AR(1) process, or some other more highly structured process. The
ǫt terms, referred to as the spatial deviations of the data sets, are responsi-
ble for the spatial dispersion of temperature anomalies around the signal. The
spatial correlation of the deviations reduces the equivalent number of spatially
independent samples, Neq, at each time point while the temporal correlation
reduces the number of independent samples at each location to T/Td, where
Td is the de-correlation timescale.

The instrumental records are noisy versions of the true temperature anoma-
lies, while the proxy records are assumed to be noisy versions of a linear trans-
formation of the true temperature anomalies. (The standardization procedure
is essentially a linear transformation that sets the temporal mean and variance
of the records to zero and one; a second, unknown, linear transformation exists
that maps the standardized proxies onto the temperature scale.) In either case,
there is an added random element in the form of measurement error, which
also includes the variability introduced by the imperfect proxy-temperature
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relationship. The data vector at each time, t, can therefore be expressed as
Tt = St ·1+ǫt+γt, where the γt ∼ N(0,Σt), and the Tt are noisy versions of
the temperature anomalies (instrumental), or transformations thereof (proxy).
The covariance matrix Σt is assumed diagonal (the noise has no spatial corre-
lation structure), but with values that might change with time (for example,
the measurement error might be larger earlier in time, and is certainly different
for the proxy and instrumental records).

The contributions of the noise and the deviations to the observed spatial
variance of data values at any given time cannot be separated, as the proba-
bility model is formally unchanged if γt, which can be thought of as a spatial
nugget effect (Banerjee et al. 2004), is simply absorbed into ǫt. As such, with-
out multiple replicates of the observations, it is difficult, if not impossible, to
separate the effects of a change in the observational noise from a change in the
spatial dispersion. The estimate of the standard deviation for each year, then,
will be biased high by the presence of noise, and the uncertainty will be higher
than if the spatial deviations were the only source of randomness. As only
changes in the standard deviation, rather than the absolute values, are of in-
terest, the possible bias introduced by the noise is only a concern inasmuch as
the additional noise term will widen the confidence intervals. We assume that
the noise variance is constant through time, or at least has significantly smaller
temporal variability than the spatial dispersion, and attribute any structure in
the estimated spatial standard deviation time series to changes in the spatial
dispersion, while noting that changes in the noise could obscure the results.

6.2 Bootstrap procedures and the equivalent number of independent samples

We have elected to use bootstrap techniques to estimate confidence intervals as
such procedures are robust to departures from normality (Efron and Tibshirani
1986). Given that we are estimating uncertainty in estimates of the standard
deviation, which is not a normally distributed variable, there is a legitimate
need to use procedures robust to departures from normality.

We estimate confidence intervals using a modification of the bias corrected
- accelerated (BCa) bootstrap procedure described by Efron and Tibshirani
(1986), using a minimum of 2000 bootstrap re-samples. If we estimate a pop-

ulation quantity θ with the sample version θ̂, and there exists a monotonic

function g such that φ̂ = g
(

θ̂
)

and φ = g (θ) satisfy

φ̂ ∼ N
(

φ − zoτφ, τ2

φ

)

(2)

where τφ = 1 + aφ, a and zo are constants, and N denotes the normal dis-
tribution, then BCa bootstrap procedures are, in the large sample size limit,
exact (Efron and Tibshirani 1986). The assumptions required for the BCa
bootstrap to be exact (in the large sample size limit) are less restrictive than
those required by the standard bootstrap, and it is thus more appropriate for
our analysis as the standard deviations are not normally distributed.
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The standard bootstrap procedure assumes independent data points, whereas,
according to the probability model, the spatial deviations are characterized by
positive covariance in both space and time. This biases τ2

B, the bootstrap es-
timate of the standard error, low, and results in coverage probabilities lower
than the stated values: a 90% confidence interval derived assuming indepen-
dent samples will cover the true value less than 90% of the time (Figure 14,
left panel).

Experiments with surrogate data show that the BCa bootstrap confidence
intervals for estimates of the mean have the correct coverage probabilities
provided that the equivalent number of spatially independent data points,
Neq, are re-sampled from the larger available pool of N data points at each
iteration of the bootstrap, and that the number of independent data points
is sufficiently large (Figures 14 and 15, left panels). Given the correlation
structure of a data set, the equivalent number of independent samples, Neq,
can be calculated, following Liu (2001), as:

Neq =
N2

∑N

i,j=1
ρ(xi, xj),

(3)

where N is the number of (correlated) data points and ρ(xi, xj) is the corre-
lation between data points xi and xj .

It is difficult to estimate the covariance structure of the spatial deviations
and noise for the actual data, as the data is assumed to be non-stationary. Due
to the time varying signal value, the correlation between records (be they proxy
or instrumental) is much higher than the correlation of the dispersion and
noise alone. There are several possible approaches to rectifying this dilemma,
all of which involve estimating the covariance matrix. One could, for example,
estimate the signal as a smoothed version of the mean time series and remove
this from each record. What remains is an estimate of the dispersion and noise,
from which the covariance structure can be estimated.

Any estimate of the covariance matrix of the noise and dispersion, however,
implicitly assumes that the spatial correlation structure is constant through
time. Given that one aim of this study is to estimate changes in the spatial
dispersion of the records through time, the logic is in danger of becoming
circular, as an estimate of the covariance structure is required to estimate Neq,
which is instrumental in determining the width of the confidence intervals for
the assumed time varying standard deviation, a measure of spatial dispersion.

We investigate these issues in two ways. First, if we fix the length of an
AR(1) series at N , and the number of independent samples at Neq, we can
plug ρ(xi, xj) = α|i−j| into Equation 3 and solve for the corresponding value
of the AR(1) coefficient α as the positive, real root of

Neq ·

N−1
∑

k=1

2 (N − k)αk + N (Neq − N) = 0 (4)

The white noise variance can then be set to give the required series variance.
To show the dependency of the coverage rate of 90% BCa bootstrap confidence
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intervals on the true value of Neq, when re-sampling (with replacement) a fixed
number Nrs of observations at each iteration of the bootstrap, we use the entire
instrumental data set to arrive at a pooled estimate of the spatial standard
deviation, and then construct 1000 AR(1) data sets of length 251 (the number
of instrumental locations) with this variance for a given value of Neq.

We bootstrap the estimate of the mean of each of these data sets, re-
sampling (with replacement) Nrs = 50 of the 251 data points at each of 2000
iterations of the bootstrap, and calculate the 90% BCa bootstrap confidence
interval. Finally, we calculate the proportion of these 1000 confidence intervals
that cover the true mean value (Figure 14, left panel). When Neq = Nrs = 50,
the coverage rate is very close to the expected value of 0.9. In contrast, when
Neq < Nrs, the coverage rate is lower than 0.9 (confidence intervals too nar-
row), while when Neq > Nrs, the coverage rate is larger than 0.9 (confidence
intervals too wide). As this result is based solely on an argument about the
equivalent number of independent data points, we assume the same relation-
ships hold for confidence intervals for the standard deviation. Smoothing across
the surrogate data sets (akin to smoothing through time) has little affect on
the coverage rates, as doing so increases the temporal autocorrelation and re-
duces the spatial variance, but has little effect on the spatial correlation, which
in turn sets the coverage rate.

For the instrumental data, we do not know Neq, but know that the con-
fidence intervals will be inaccurate if we re-sample more or less than Neq of
the 251 spatial temperature observations at each year. We explore the depen-
dency of the 90% BCa bootstrap confidence interval widths for the mean and
standard deviation of the instrumental data on the value of Nrs, the number
of data points re-sampled from the original 251 observations at each itera-
tion of the bootstrap (Figure 14, right panel). The confidence intervals narrow
with increasing values of Nrs, and when longer Hanning windows are used to
smooth the raw data. For the analysis performed on the instrumental data,
50 of the available 251 observations were re-sampled (with replacement) at
each iteration of the bootstrap; we assume Neq = 50. Using a larger value for
Nrs does not result in significantly narrower confidence intervals, while using
a moderately smaller value of Nrs does result in significantly wider confidence
intervals. Reducing the value of Nrs to 25 does not qualitatively affect our con-
clusions about the relative warmth and variability of different intervals in the
20th Century, as intervals can still be readily distinguished on the basis of the
mean, and even using Nrs = 50 we have not argued that the different periods
can be distinguished on the basis of the standard deviation (Figures 5 and 11).
A value between 25 and 50 for the equivalent number of spatially independent
data points in the Northern Hemisphere is in line with other estimates for
similarly sized regions of the Earth (Stine et al. (2008)).

We have conducted a similar analysis for the proxy data, using surrogate
data to investigate the dependency of the coverage rates of the 90% BCa
bootstrap confidence intervals for the mean on the true value of Neq when
re-sampling (with replacement) a fixed number Nrs of observations at each
iteration of the bootstrap (Figure 15, left panel). We also investigate the de-
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pendency of the confidence intervals widths for the actual proxy data on Nrs

(Figure 15, right panel). Note that when we set Neq = Nrs = 14, the coverage
rate of the 90% confidence interval for the mean is still slightly smaller than
the expected value of 0.9 (Figure 15, left panel). This is a result of the small
sample size, as the bootstrap-derived confidence intervals are only exact in the
large data limit. (Consider bootstrapping the mean of two independent draws
from a N(0,1). With a probability of 0.5, both draws will have the same sign,
and no bootstrap confidence interval will cover zero: a 90% confidence interval
will cover zero far less than 90% of the time.) We judge the error introduced
to the coverage probabilities by the small sample size to be less important
than the fact that the bootstrap is robust to departures from normality. As
the proxy records are re-standardized after smoothing, the confidence intervals
for the mean and standard deviation do not display the dramatic narrowing
with increasing smoothing seen in analysis of the instrumental data (compare
Figures 14 and 15, right panels).

For the analysis of the proxy data, unless otherwise stated, we set Nrs

equal to the number of observations available at each year (maximum of 14).
Note from the probability model that, due to the time varying signal, the cor-
relations between the records should be higher than the correlations between
the non-signal components of the records, which determines the number of
spatially independent samples. That said, the correlations between the proxy
records are still very low. Calculating the correlation between all 91 pairs of
proxy records, we find that only one is larger than 0.35, only nine are larger
than 0.2, and 21 are less than zero, the smallest being -0.25. These results
help to justify the decision to re-sample the number of available observations
at each year, with replacement, when bootstrapping the mean and standard
deviation of the proxy records.

As noted above, Neq is a time variable quantity so the confidence interval
widths and coverage rates cannot be accurate over the full reconstruction. The
confidence interval presented above are approximate and should be treated
as guides. We use what we consider to be the most reasonable values for
Nrs, and show how confidence interval widths change as a function of Nrs

and how the coverage rates change as a function of Neq. Our main result,
that changes in the spatial mean are positively correlated with changes in the
spatial standard deviation, is robust to the choice of Nrs for both the proxy
and the instrumental data. Experiments with the null hypotheses indicate
that it is the length of the records rather than the number, (i.e. the temporal
rather than the spatial degrees of freedom) that determines the width of the
null distribution, and thus the significance level of the observed value. As
we can reject the rotational null, which, by construction, does not affect the
temporal degrees of freedom in each record, our conclusion that the correlation
between then mean and standard deviation is significant (at the 0.05 level for
the instrumental data, and the 0.10 level for the proxy data; Table 2) is not
affected by the estimate of the spatial degrees of freedom.

When bootstrapping the pairs of mean and standard deviation values to
estimate the uncertainty in correlation coefficients, we re-sample, with replace-
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ment, 2N/L of the original pairs, where N is the number of pairs, and L is
the length of the Hanning window used to smooth the records. An adjustment
is necessary because the mean and standard deviation used to calculate the
correlation are derived from smoothed data, so the number of independent
data points is not equal to the length of the records. The rationale behind our
particular choice is twofold. First, the Hanning window reduces the number of
temporally independent points by a factor less than the window length. Sec-
ond, the time series of standard deviations retains higher frequencies than the
mean when they are both calculated from smoothed data sets. To show this,
we generated a large array of independent normal deviates, smoothed each row
with a Hanning window of some length, then calculated the mean and stan-
dard deviation along columns. The power spectrum of the standard deviation
time series retained more power at higher frequencies. For our purposes, this
implies that the standard deviation time series has more independent samples
than the mean time series, which, in turn, has more independent samples than
N/L. As a crude correction, we assume the number of independent (mean,
standard deviation) pairs is 2N/L. This choice is further justified by the fact
that equating the 95% upper critical value under the AR(1) null to the stan-
dard expression for this critical value (Zar 1999), and solving for the sample
size, gives a very similar result to the 2N/L rule (Table2).
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Fig. 1 Schematic showing the effects on extreme temperatures of changes in the spatial
mean and standard deviation. Blue and red shaded areas indicate cold and hot temperatures,
respectively. Upper panel: an increase in the mean leads to larger areas of high temperatures
and smaller areas of low temperatures. Middle panel: an increase in the standard deviation
leads to larger areas of both high and low temperatures. Bottom panel: an increase in both
the mean and the standard deviation leads to much larger areas of high temperatures, with
a small (relative to the upper panel) reduction in the areas of low temperatures. Compare
with Figure 4-1 from IPCC (2001).
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Fig. 2 Small grey circles: Locations of the 251 instrumental time series with nearly complete
monthly data from 1906-2005. Large blue circles: locations of the proxy records used in this
study. Large blue squares: locations of the two records used by Osborn and Briffa (2006)
but excluded from this study.

Table 1 The Mann-Whitney U statistics and associated one sided p-values for comparing
the spatial mean and standard deviation of the proxy data, smoothed by a nineteen point
Hanning window, during the 964-1163 interval to values outside of this interval but before
the overlap with the instrumental data (831-1905). P-values smaller than 0.05 are in bold,
while p-values between 0.1 and 0.05 are in italics. Under the standard assumptions of the
Mann-Whitney test, the expected value of U for this sample size is 87600, and the upper
95% critical value 94122.

One Side p-values
U AR(1) Rotational

Mean 159025 < 0.001 0.025
Standard Deviation 113769 0.02 0.07
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Fig. 3 Proxy records. Light grey: standardized raw data. Red: standardized then smoothed
with a 19 point Hanning window. Blue: smoothed then standardized. The bottom two plots
are the two records used by Osborn and Briffa (2006) but excluded from this study. The
records are, in order from top to bottom: (1) Western USA (PC of tree-ring chronolo-
gies); (2) South-West Canada (Icefields; RCS tree-ring chronology); (3) Western USA (Bo-
real/Upperwright; 2 RCS tree-ring chronologies); (4) North-Eastern Canada (Quebec; RCS
chronology); (5) West Greenland (regional; composite of δ18O ice-core records); (6) Aus-
tria (Tirol; RCS tree-ring chronology); (7) Northern Sweden (Tornetrask; RCS tree-ring
chronology); (8) North West Russia (Yamal; RCS tree-ring chronology); (9) North West
Russia (Mangazeja; RCS tree-ring chronology); (10) Northern Russia (Taimyr; RCS tree-
ring chronology); (11) Western Russia (Indigirka; tree-ring chronology); (12) China (Beijing
temperature reconstruction via stalagmite layer thickness); (13) Netherlands and Belgium
(regional; documentary); (14) Mongolia (regional; composite of tree ring chronologies); (15)
Eastern USA (Chesapeake Bay; Mg/Ca in fossil shells); (16) East Asia (regional; compos-
ite of multiple proxy types). See Osborn and Briffa (2006) and Moberg et al. (2005) for
references to the data sets.
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Fig. 4 Mean (upper panel) and standard deviation (lower panel) for the proxy data
smoothed by a 19 point Hanning window. 90% BCa bootstrap CIs, based on re-sampling
the number of available records each year, are shown every 19 years. The mean time series
is shown in red during the 964-1163 interval (upper panel), while the mean of the standard
deviation time series within the 964-1163 interval, and outside this interval but before 1906
(beginning of the instrumental data set), are indicated with straight red lines (lower panel).
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Fig. 5 Mean (upper panel) and standard deviation (lower panel) for the instrumental data
smoothed by a nine point Hanning window. 90% BCa bootstrap confidence intervals, based
on 50 re-samples per year, are shown every nine years.
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Fig. 6 Spatial distributions of temperature deviations for three years of the instrumental
data smoothed by a nine year Hanning window. All panels are on a common temperature
scale. From top to bottom, the panels are for the years 1941, 1976, and 2005. The spatial
mean has been removed at each year — these plots show the deviations, for three different
periods, of temperature values from the spatial mean at that year.
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Fig. 7 Histograms of the Mann-Whitney U statistic for comparing the spatial mean (upper
panel) and standard deviation (lower panel) of the proxy data, smoothed by a 19 point
Hanning window, during the 964-1163 interval to values outside of this interval and before
the over lap with the instrumental data (831-1905). In each panel, the thin red line indicates
the expected value of the U statistic under the assumptions of the standard Mann-Whitney
test, while the thicker dashed red line indicates the data value. Distributions according to
the two different null hypotheses are shown. Solid grey gives the AR(1) null, and hollow
purple the rotational null, with the MWP the 200 year interval that maximizes U for the
means at each Monte Carlo iteration One sided 90% and 95% critical values are marked
for the different nulls in colors corresponding to the distributions. Numerical results are
presented in Table 1.

Table 2 Correlations between the mean and standard deviation for the instrumental and
proxy data, smoothed with L = 9 and L = 19 point Hanning windows, respectively. Also
shown are 90% BCa bootstrap confidence intervals calculated by re-sampling (with replace-
ment) 2N/L of the N pairs of mean and standard deviation values at each iteration of the
bootstrap, one-sided p-values against both the AR(1) and rotational null hypotheses, and
an estimate of Neq , the number of independent pairs of mean and standard deviation values.
P-values smaller than 0.05 and 90% confidence intervals that do not cover zero are in bold,
while p-values between 0.1 and 0.05 are in italics.

Correlation 90% CI AR(1) p-val Rotational p-val Neq

Instrumental (1906-2005) 0.57 [0.27, 0.77] < 0.001 0.03 20
Proxy (1906-1990) 0.39 [-0.28, 0.77] 0.12 0.13 9
Proxy (831-1905) 0.14 [-0.02, 0.30] 0.06 0.08 113
Proxy (831-1990) 0.21 [0.04, 0.40] 0.01 0.08 122

Table 3 The Mann-Whitney U statistic and associated one sided p-values for comparing
the spatial mean and standard deviation of the proxy data, smoothed by a 19 point Hanning
window, during the 964-1163 interval to values during the overlap with the instrumental data
(1906-1990). Under the standard assumptions of the Mann-Whitney test, the expected value
of U for this sample size is 8500, and the upper 95% critical value is 9547. See text for details,
as the testing procedures are slightly different than those used to produce Table 1.

Mann-Whitney U AR(1) p-value Rotational p-value
Mean 15377 < 0.001 0.04
Standard Deviation 7707 0.68 0.79
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Fig. 8 Histograms of correlations between the mean and standard deviation of the instru-
mental data (top panel) and the 1906-1990 interval of the proxy data (bottom panel). The
instrumental and proxy records were smoothed with L = 9 and L = 19 point Hanning win-
dows, respectively. The solid grey, black outlined histograms are the bootstrapped values of
the data correlation coefficients, calculated by re-sampling (with replacement) 2N/L of the
N pairs of mean and standard deviation values at each iteration of the bootstrap. Thick,
black vertical lines indicate the data value and the 90% BCa bootstrap confidence interval
for the data. The histograms of correlation values for 10000 trials under the AR(1) null are
shown in purple, and the thick, purple vertical lines mark the 90% symmetric critical values
under this null. The histograms of correlation values for 10000 trials under the rotational
are shown in blue, and the thick, blue vertical lines mark the 90% critical values under this
null. Numerical results are presented in Table 2.
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Fig. 9 Histograms of correlations between the mean and standard deviation for the 831-
1990 (upper panel) and 831-1905 (lower panel) intervals of the proxy data set. In both
cases, the proxy data set was first smoothed by a L = 19 point Hanning window. Plotting
convention are the same as in Figure 8. Numerical results are presented in Table 2.
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Proxy data, 19 year smoothing

Fig. 10 Histograms of the Mann-Whitney U statistic for comparing the spatial mean (up-
per panel) and standard deviation (lower panel) of the proxy data, smoothed by a 19 point
Hanning window, during the 964-1163 interval to values during the overlap with the instru-
mental data (1906-1990). In each panel, the thin red line indicates the expected value of the
U statistic under the assumptions of the standard Mann-Whitney test, while the thicker
dashed red line indicates the data value. Distributions, and one sided 90% and 95% critical
values, according to the AR(1) and rotational null hypotheses are shown in solid grey/black
and hollow purple, respectively. See text for details, as the testing procedures are slightly
different than those used to produce Figure 7. Numerical results are presented in Table 3.
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Fig. 11 Average mean and standard deviation anomalies, with associated uncertainties, for
different intervals of the proxy (left) and instrumental (right) data sets. MWP refers to the
Medieval Warm Period, and LIA to the Little Ice Age. Note the general similarity between
the two panels, with cool intervals accompanied by smaller standard deviations, and warm
intervals distinct from one another on the basis of the mean, but not the standard deviation.
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Fig. 12 Comparison of the mean and standard deviation analysis method to the Osborn
and Briffa (2006) method. Upper panel: surrogate time series and the associated mean.
Middle panel: standard deviation at each time point. Lower panel: the number of records
above zero less the number below zero (black line), the number above one less the number
below minus one (light fill), and the number above two less the number below minus two
(dark fill); this is the equivalent of Figures 3a-c from Osborn and Briffa (2006).
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Fig. 13 As in Figure 12, for a different set of surrogate time series.
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Fig. 14 Left: Average coverage rate of the 90% BCa bootstrap confidence intervals for
the mean, for surrogate data resembling the raw instrumental data, as a function of Neq ,
the actual number of independent data points. Nrs = 50 of 251 data points are re-sampled
(with replacement) at each iteration of the bootstrap. When Neq = 50 = Nrs, the coverage
rate is very close to 90%. Right: 90% BCa bootstrap confidence interval widths for different
values of Nrs, the number of records re-sampled each year and thus the assumed number
of independent samples, for the 1941-1960 interval of the instrumental data. There are a
total of 251 records each year. Dashed lines are for the standard deviation, and solid for the
mean; thick lines represent the average confidence interval width over the two decades using
the raw data, while the thin lines represent the average confidence interval width using the
instrumental data smoothed by a nine point Hanning window.
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Fig. 15 Left: Average coverage rate of the 90% BCa bootstrap confidence intervals for
the mean, for surrogate data resembling the raw proxy data, as a function of Neq , the
actual number of independent data points. Nrs = 14 of 14 data points are re-sampled (with
replacement) at each iteration of the bootstrap. When Neq = 14 = Nrs, the coverage rate
is still slightly lower than 90%. This effect is the result of the small sample size (Efron
and Tibshirani 1986). Right: 90% BCa bootstrap confidence interval widths for different
values of Nrs, the number of records re-sampled each year and thus the assumed number of
independent samples, for the 1601-1800 interval of the proxy data. There are a total of 14
records each year. Dashed lines are for the standard deviation, and solid for the mean; thick
lines represent the average confidence interval width over the two centuries using the raw
data, while the thin lines represent the average confidence interval width using the proxy
data smoothed by a nineteen point Hanning window.


